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Abstract Social media allow people to express and promote different opinions, on which people’s senti-
ments to a subject often diverge when their opinions conflict. An intuitive visualization that unfolds the
process of sentiment divergence from the rich and massive social media data will have far-reaching impact
on various domains including social science, politics and economics. In this paper, we propose a visual
analysis system, SocialHelix, to achieve this goal. SocialHelix is a novel visual design which enables the
users to detect and trace topics and events occurring in social media, and to understand when and why
divergences occurred and how they evolved among different social groups. We demonstrate the effec-
tiveness and usefulness of SocialHelix by conducting in-depth case studies on tweets related to the national
political debates.

Keywords Information visualization � Social media

1 Introduction

The proliferation of online social media has enabled people to spread opinions and ideas in an unprece-
dented speed. Such opinions and ideas can be expressed by individuals, and divergences often occur when
people oppose each other and want to achieve incompatible goals. For example, in a political campaign,
people supporting different parties may debate through social media for their own political perspectives.
Another example is marketing, where the makers of competing products can launch persuasion campaigns
on social media to gain the attention of social media users.

Some topics or events may get many people involved and they could have diverging views on the
same topic. For example, the US presidential election debates in 2012 triggered a series of arguments
because of the different political views of two parties. It attracted great attention of the public, leading to
heated discussions on Twitter (Political Debate 2012). On social media sites, some people show their
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support by expressing positive comments on certain persons or events, while others may attack their
opponents with negative words. Sentiment divergence in social media is a complex phenomenon
involving multiple communities, different topics, and various events. For the purpose of understanding
societal trends, it is very interesting to analyze social media data and find out which topics divide
communities, which events provoke the sentiment divergence and how the sentiments change along with a
social campaign over time. Due to the massive volume and variety of social media content, it is quite
challenging for users or analysts to recognize a sentiment divergence and trace the different sentiment
divergence processes in social media.

In this paper, we propose a novel visual analysis system called ‘‘SocialHelix’’ to help people gain insight
into sentiment divergences on social media and better understand when and why the divergence occurred
and how they evolved. SocialHelix is designed to highlight three major factors of the divergence: who—the
social groups involved, when—the time-evolving sentiment trends of social groups, and why—the sum-
marized conversations related to the evolutions of the sentiments, providing the context.

To help understand such a social temporal process, our system incorporates data mining techniques
into a novel interactive visualization design. We first estimate sentiments of individual users at each
timestamp. Then, a hierarchical clustering is performed to group users based on their sentiment trends
over time. After that, a novel visual design inspired by DNA helices is proposed to intuitively represent
the analysis results and to effectively compare communities’ sentiment evolution trends such as diver-
gences and co-occurrences in pair. In addition, the visualization represents information details of related
social events as boxes that connect two community strands, indicating how the communities respond to
these events over time. Figure 1 shows an example that SocialHelix analyzes and represents a sentiment
divergence during the US presidential election. The data are collected from Twitter with respect to the
election debate on October 3, 2012. In this figure, SocialHelix reveals a significant sentiment divergence
evolution between two communities. These two communities are visualized as two curving strands
polarized between positive–negative sentiment poles along with a timeline. Compared with existing
visual analytic works based on sentiment analysis such as Gamon et al. (2008), Kim and Disalvo (2012)
and Wu et al. (2010), SocialHelix is the first approach that is designed to analyze and visually unfold the
dynamics of the sentiment divergence processes in both the social and temporal domain. In this paper,
we implement and evaluate SocialHelix based on the social media platform, Twitter. Nevertheless,
SocialHelix can be easily generalized to work with other social media platforms like Facebook and
Google?.

Fig. 1 This figure shows a social campaign on Twitter regarding the US presidential debate on October 3, 2012. We analyzed
this event using the SocialHelix system and detected a significant conflict trend between two user communities on Twitter. The
numbering annotations from 1 to 10 correspond to the critical design components and functionality which will be described in
Sect. 4
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Our approach offers the following unique contributions:

• Visualization design: we propose a novel visual design to facilitate understanding the dynamics of the
sentiment divergence processes on social media, based on the metaphor of a DNA molecule. We capture
distinctive sentiments from a pair of social groups and represent the groups’ time-evolving sentiments as
strands that look like double-stranded helices. A series of conversations corresponding to the evolution
of sentiments are shown as keyword boxes in the middle that connect these two strands, providing a
summary of the focused event context. This design intuitively conveys when and why sentiment
divergences occurred and how they evolved among different social groups.

• Analysis system for detecting and presenting sentiment divergence: we propose the first visualization
system that allows for exploring the process of a sentiment divergence trend of users from the rich and
massive social media data. By integrating an intuitive visualization and a new sentiment divergence
analysis approach, our system enables users to detect and trace social divergences occurring in social
media.

The rest of this paper is organized as follows. We first discuss the related work in Sect. 2, followed by the
details of our visualization design in Sect. 3. We then describe the system architecture in Sect. 4 followed by
the system implementation details in Sect. 5. We present case studies and expert interviews to justify the
usefulness of our design in Sect. 6. Finally, in Sect. 7, we conclude with a discussion and future directions.

2 Related work

In this section, we briefly review three categories of work related to our study, including social divergence,
sentiment analysis, and social media.

2.1 Social divergence

Social divergence refers to the social barriers to communicate and exchange between individuals and groups
of individuals within a society. In practice, the concentrated expression of social divergence is people’s
different opinions or sentiments towards the same event (Grafton et al. 2001). The proliferation of online
social media makes the social divergence in political campaigns (Shirky 2011; Lin et al. 2013) and social
marking processes (Evans and Bratton 2012) on social media sites an interesting research topic. Kollock and
Smith first investigated the conflict phenomena occurred among online communities (Kollock and Smith
1996). Viégas et al. (2004) designed HistoryFlow to show the users’ editing behavioral patterns on Wiki-
pedia pages. Sometimes, the appearance of divergence is subjected to intentional manipulations. For
example, the hijacking behavior where spammers hijack popular trends to reach a wider set of users with
unrelated information. Some techniques (Ratkiewicz et al. 2011; Amleshwaram et al. 2013) are proposed to
identify these behaviors. The findings of these techniques help with the interpretation of the social diver-
gence. Based on all the above social theories, we designed the SocialHelix visualization for representing the
social divergence. Our design uncovers the social divergence phenomena based on sentiment analysis for
different social communities.

2.2 Sentiment analysis

Sentiment analysis or opinion mining (Pang and Lee 2008) tracks the mood of the public about a specific
topic, event or product by employing text mining techniques. Many sentiment analysis techniques have been
developed to identify whether the user opinion data (e.g., blogs, review sites, online datasets, and micro-
blogging) expressed is positive or negative (Vinodhini and Chandrasekaran 2012). Most of them are
developed based on the following techniques: full-text machine learning (Xia et al. 2011; Witten and Frank
2005; Tan and Zhang 2008), lexicon-based methods (Kamps et al. 2004), and linguistic analysis (Thelwall
et al. 2011). Based on sentiment analysis, many applications (Chen et al. 2006; Kim and Disalvo 2012;
Gamon et al. 2005, 2008) have been proposed to visualize opinions extracted from online resources. For
example, OpinionSeer (Wu et al. 2010) was developed to convey customer opinions by augmenting scat-
terplots and radial visualizations. Similar to the above visualizations, we also leverage existing sentiment
analysis techniques on our design. Nevertheless, SocialHelix is the first visualization designed to unfold
sentiment divergences among social communities.

SocialHelix



2.3 Visual analysis of social media

Visual analysis of social media is an emerging research area, driven by the increasing needs to make sense
of the explosive amount of social media data. Schreck and Keim (2013) provided a comprehensive overview
of the recent visual analytic approaches on social media data. In this area, one of the main challenges is to
provide integrated views of many facets of social media data. Recently, many visual analytic approaches
have addressed the various facets, such as events (Diakopoulos et al. 2011; Dou et al. 2012; Wongsu-
phasawat and Gotz 2012), geo-locations (MacEachren et al. 2011), information flows (Baur et al. 2010; Cui
et al. 2011; Cao et al. 2012), topic trends (Tweetstats 2012), people trends (Wefollow 2012), and senti-
ments (Pulse of the Nation 2012). Many applications have been proposed to visualize these facet (Gre-
tarsson et al. 2010; Kwak and You 2012; Dörk et al. 2010). For example, Krstajić et al. (2011) proposed
CloudLines to visually analyze the online news stream with interactive focus ? context techniques. Nev-
ertheless, little work has been done for tracing the trend of the social divergence of multiple communities in
social media data. To the best of our knowledge, our design of SocialHelix is the first visualization that
focuses on representing the social divergence trend based on sentiment analysis.

3 Visualization design

Our visualization design follows the nested model for visualization design and validation (Munzner 2009).
We first identify a set of key domain problems of social divergence, followed by a data abstraction design to
convert the raw data into the form that captures all the key factors of these domain problems. After that, we
represent the transformed data into an intuitive visualization designed based on a visual metaphor of a DNA
helix. Finally, we introduce interactions that facilitate the interactive visual analysis.

3.1 Domain problem characterization and visual design requirements

A typical social divergence process is usually represented as different opinions expressed by groups of users
towards the same topics or events over time (Grafton et al. 2001). Based on the survey discussed in Sect. 2,
we found that social scientists are interested in multiple aspects, including economics, religions, and politics
of the social divergence phenomenon. Nevertheless, all of them are trying to answer the following key
questions (also the key analysis tasks):

3.1.1 P1. When does a divergence start and end? How does it evolve?

Social divergence is a dynamic process as the opinions of users may change dynamically overtime. Different
divergences may occur through different processes. Tracing the evolution trend of users’ opinions helps with
the divergence detection and showing an overall view facilitates the data interpretation and comparison.

3.1.2 P2. Who are involved in each divergence side? What roles do they play?

Users are the mainstay of all the social activities. Understanding their roles and separating them into groups
will help identify general patterns of user behaviors and detect anomalies.

3.1.3 P3. Why does a divergence occur?

Understanding the reasons of a divergence is the most important task in the social divergence analysis. It is
also the most challenging task due to the following reasons: it may be caused by users’ abnormal behaviors
such as hijacking in Twitter; it might also be correlated with the diversity of users’ religions.

A visualization design should be able to provide an intuitive representation of the data that help ana-
lyzers to find answers to these questions. Specifically, the visual design should consider the following
requirements:

• R1 The visualization should be able to reveal temporal data patterns that represent the complete process
of a social divergence (P1).

• R2 The visualization should highlight the people who were involved in the divergence (P2).
• R3 The visualization should capture the key events that result in the divergence (P3).

N. Cao et al.



Most importantly, in the visualization design, the above design requirements should be seamlessly
integrated together to facilities a smooth linking of different information pieces.

3.2 Data abstraction design

Our focus is to detect and analyze the social divergence based on social media datasets. Social media data,
such as Twitter data, are heterogeneous and contain both structured (social network) and unstructured (text
posts) data. To address the above analysis problems and tasks, we decompose these data into several key
factors including: (1) temporal extent of social communities, (2) topics or events, and (3) user responses to
the topics and events. We conduct a series of preprocessing to extract these key factors for visualization. The
processes include data filtering and segmentation, user sentiment estimation, and user clustering. We
describe the detailed techniques and algorithms in Sect. 5.1.

3.3 Visual metaphor and encoding

The overall design is based on a metaphor of a DNA molecule that consists of two twisting helices. Likewise,
our design visually represents two conflicting sides. DNA molecules, as illustrated in Fig. 2a, are double-
stranded helices, consisting of two anti-parallel backbones that are running in opposite directions. The back-
bone consists of sugar-phosphates to which pairs of nucleobases are attached. These pairs of nucleobases
connect two backbones (refer as strands) together. In our analogy, we use the entire DNA molecule to represent
a focused topic. Strand represents a user community involved in this topic over time. The double-stranded helix
represents two community strands. The helix curves show the overall changes of the communities’ sentiment
over time. The nucleobase pairs represent events that connect the two communities. This design consists of
three major components, namely, community strand, event box, and user group to represent three key factors
discussed above, respectively. We describe each of these components as follows.

3.3.1 Community strands

A community strand represents the evolution of a community comprised of a group of people with similar
sentiments who are involved in the focused topic (R1, R2). At each timestamp, a community’s sentiment is
summarized by averaging all its users’ sentiments. By default, we polarize the community strand between
two sentiment poles (e.g., positive and negative) and interpolate the data samples at different timestamps
along a horizontal timeline. Thus, a smooth curving strand is created. In our design, we encode the sentiment
information on each community strand to enhance the visual patterns driven by sentiments. First, the
sentiment information is quantitatively represented as the screen distance between a community strand and a
sentiment pole. Leaning toward one sentiment pole indicates that most of the people in the community share
that sentiment. Second, the sentiment information is also represented by a color gradient from green to red,

Fig. 2 Visualization design of SocialHelix: a SocialHelix is designed by visually mimicking the structure of a DNA molecule;
b the helix-like visual metaphor represents temporal transition of different sentiments; c the event view shows the detailed
conversation throughout the event
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pertaining to two sentiment poles. The community size implies its influence and is encoded as the thickness
of the strand. With this encoding scheme, we are able to identify whether the sentiment change of a
community is caused by thousands of people or only by tens of people.

Examples of community strands are illustrated in Fig. 2b. The sentiment pole ‘‘positive’’ (in green) and
‘‘negative’’ (in red) are preselected and placed at the top and the bottom side of the view, respectively. Two
communities are polarized between them as curving strands with gradient colors corresponding to their
sentiments. The community strands with intense emotional polarities run in opposite directions, implying
the sentiment divergence. The visual cue formed by the community strands is naturally coincident with the
anti-parallel and double-stranded structure of DNA helices.

3.3.2 Event box

In Fig. 2b, c, the box connecting two community strands illustrates an event that involves users from both
communities (R3). In a focused topic, an event is a set of keywords frequently mentioned by users during a
time period. In our implementation, we summarize all the tweets within a fixed time window as an event
instead of running complex event mining algorithms. Inside the event box, keywords are represented as
small bars. The size and color of the bar encode the normalized frequency and the sentiment of the keyword,
respectively. Within different time windows, users may discuss the topics using different keywords, thus
resulting in various events under the same topic. By default, an event box’s size varies based on the distance
between two community strands. This design spontaneously assigns more space and forms a multi-foc view
for displaying the details when divergence is large.

As discussed in P3, understanding the reason for a divergence requires focusing on detailed events and
keywords. The event view, as shown in Fig. 2c, is designed to address this issue. In this view, two
community strands are straightened, respectively, on the top and bottom as two community poles. Thus,
more spaces are provided in the middle for rendering the details of corresponding events and their keywords.
The same keywords across different events are linked by a polyline and they are polarized based on the
mention frequency given by each community.

3.3.3 User group

We show the user group at each timestamp upon a community strand to show the users who are actively
involved in the corresponding event (R2). These users are considered to be the key persons who may directly
lead the sentiment trend of the communities to which they belong. At each timestamp, the activeness of a
user is computed by counting the times he or she mentions the keywords in the event and the number of their
followers. In Twitter, a keyword mention can appear in the form of retweeting, replying, or posting a tweet.
A user group is visualized as a circle embedded within the community strand. The users within the group are
represented as dots whose sizes and colors represent the users’ normalized activeness and their sentiments,
respectively.

Three types of visual clutter may occur in our design and need to be reduced. First, the community
strands with similar sentiments may overlap. We address this problem in the following ways: (1) using a
hierarchical clustering algorithm to group the communities with similar sentiments (see Sect. 5) and (2)
providing a power sentiment scale that visually enlarges the gaps between communities (see Sect. 3.4).
Second, visual clutter may occur when the communities contain too many users. In this case, we only rank
and display the most active users, i.e., the users who post/retweet/replies most, in the corresponding time
window. Third, this type of visual clutter occurs when the strands are close to each other and unavoidable
crossings appear as shown in Fig. 2b. Our interest lies in investigating the divergence rather than the
similarity between two communities; therefore, we deal with the crossings in two ways. When a crossing
occurs at a timestamp where the sample data are available, we merge these communities to avoid the
crossings. When a crossing occurs at a point where the data are generated by interpolation, we overlay and
render the strands with an alpha blending to reduce the visual clutter.

3.3.4 Design rationales

The above visualization design follows several design rationales. First, we summarize and represent the
heterogeneous multidimensional data using intuitive visual metaphors. This design avoids multiple coor-
dinated views that represent multidimensional data into multiple pieces and break users’ mental map.

N. Cao et al.



Although our design requires a longer learning curve, our user study shows that all our users believe it is
intuitive and easy to understand once they learned the encoding schema.

Second, we detect and unfold the divergence based on sentiment analysis. This design is driven by the
nature of social divergence as discussed in Sect. 3.1. Particularly, we believe that the users who consistently
share the similar opinions towards most of the events over time must belong to the same community.
Therefore, we cluster users based on their sentiment similarities over time to generate social communities
and analyze the divergence between them by comparing the relative positions of two community strands.

Third, we interpret the divergence in the context of social events. Many social scientists believe that the
divergence is inspired by various reasons, such as ‘‘two parties have partially exclusive behavioral pref-
erences regarding their joint actions’’ or ‘‘two parties are interdependent in the performance of functions or
activities’’ (Conflict Management 2012; Rahim 2002). Thus, understanding the concrete reasons causing the
sentiment divergence requires to drilling down into the details and tracing the specific topics and the
corresponding events. Therefore, we summarize users’ posts as an event within every time window. For
each event we also extract its related high frequency keywords from the raw data to show the details.

Last, we reduce visual clutters to represent big data. Social media data are usually extremely large that
require a scalable visualization so that the important information can be clearly shown. Therefore, we
identify three different types of visual clutter that could be introduced by our design and provide reasonable
solutions.

3.4 Interactions

SocialHelix incorporates a set of interactive functionalities that support further investigation and exploration
in details with respect to topics, sentiments, or temporal dimensions.

3.4.1 Filtering of sentiment patterns

SocialHelix allows users to rank and filter out two types of sentiment evolution patterns, divergence and
supporting, based on the sentiment similarity among communities. Formally, we define the sentiment
similarity in the square error form: simij ¼

P
t xtjjsðiÞt � s

ðjÞ
t jj2, where s

ðiÞ
t is the sentiment value of the ith

community at time t, and xt is the mean of the sizes of the two communities at time t. With this mea-
surement, a divergence pattern can be intuitively described as two curves with a large SD and a small
similarity, formally minð

P
k2fi;jgðsdkÞ � simijÞ. A supporting pattern can be seen as two communities with a

maximum similarity maxðsimijÞ.

3.4.2 Selecting communities

In SocialHelix, we always generate multiple communities and summarize the communities as a graph in the
overview. Users are allowed to select two communities in the overview and compare them in the visuali-
zation. By default, the system presents the two most divergent communities, since the pattern revealed by
these communities may interest users.

3.4.3 Switching of views

In SocialHelix, we allow users to switch between two visualization views, the helix view as shown in
Fig. 2b and the event view as shown in as shown in Fig. 2c, to represent the sentiment evolution trend and
the detailed context, respectively. Users can interactively switch between these two views. The view
switching performs in an animated transition which can keep users’ mental map.

3.4.4 Switching of scales

To visually enhance the divergence patterns, both linear and power scales can be selected by users to adjust
the positions of the community strands. A linear scale represents a visual pattern without any distortion,
whereas a power scale enlarges small differences between two community strands, thus enabling a detailed
representation of events and keywords.

SocialHelix



3.4.5 Highlighting

SocialHelix enables users to highlight the visual components using various approaches. When the mouse
hovers over a keyword in an event or a user in a user group, a tooltip immediately displays the label of the
keyword or the user’s name. When we hover over an event box, we extract the relevant keywords and
represent them as a wordle in the tooltip. Furthermore, the system automatically retrieves top 50 most
relevant tweets and displays them in the tweet list widget.

4 System overview

As shown in Fig. 3, three primary components comprise the system architecture of SocialHelix. First, the
data preprocess module transforms a collection of input Twitter data into an abstract as described in Sect.
3.2. The visualization module supports the efficient layout algorithms that transform the abstract data into a
visual form. The interaction module, as discussed in Sect. 3.4, is also integrated into the system to facilitate
the data exploration and the interactive visual analysis. In our system, all the modules are loosely connected
by a data transformation flow. The interfaces between any two succeeding modules are basic I/O operations,
such as reading the data exported from the previous module, and exporting the data for the next module.
This design reduces the programming dependencies and makes the system flexible enough for extending and
module replacing.

The user interface of the SocialHelix system consists of multiple components as illustrated in Fig. 1: (1)
the SocialHelix visualization display; (2) scrolling list that shows the incoming tweet messages based on the
focus event box; (3) community overview that shows all the communities within the selected dataset; (4)
data selection drop-down menu; (5) trend patterns filter; (6) sentiment scaler that supports linear and power
methods; (7) query box that enables keywords tracking; (8) layout selections of the overview and details; (9)
sentiment legend; and (10) tag cloud that shows the keywords based on the focused event box.

5 Implementation

In this section, we describe the methods used to implement the key components in our system. Generally, we
preprocess the data before visualizing them. Then, we lay out the user groups of each community and
connect them through a smooth community strand. Finally, the events are laid out between community pairs
to provide additional context.

5.1 Preprocessing

The data preprocessing for the SocialHelix system comprises four steps. First, we sample the data by
filtering out unimportant users and keywords to reduce the analysis scope. A statistical linguistic sentiment
analysis (Pak and Paroubek 2010) is conducted to analyze the individual user’s sentiment based on the
tweets that he or she posted, retweeted, and replied to. We focus on the sentiment pairs described in Plutchik
(2001). Finally, we cluster the users based on their sentiments into communities, and smooth these

Fig. 3 System overview of the SocialHelix visual analysis system
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community sentiments as the output. To facilitate the analysis of big twitter dataset, we implement the data
preprocessing module based on Apache Hadoop1 using a cluster with 30 nodes.

5.1.1 Data preparation

We collected US presidential debate (held on October 3, 11, 16, and 22, 2012) data from the 10 % Twitter
stream. A detailed description about the original data collection can be found in Lin et al. (2014). We
perform the following three steps to generate the dataset for the SocialHelix system.

First, identification of users interested in politics. To identify these users, we selected the top 15,000
users ranked in Wefollow’s (2012) political category as the seeds. Then, we collect their followers and filter
them based on their number of followers. In this way, we collected about 1 million users potentially
interested in politics.

Second, collection of tweets. The data are collected during August 15 to October 31, containing over 300
million tweets (over 550 GB in total). We select the tweets from August 15 to October 2 to train the
sentiment classifier. We further select the tweets posted during 8:00 p.m.–2:00 a.m. (next day) EDT in each
presidential debate as a subset. The tweets posted during the four debates comprise about 10 % of the raw
data.

Third, temporals segmentation and ranking. We segment the above raw data using a time window (e.g.,
every 30 min). Within each data segment, important users, keywords, and hashtags are ranked based on their
occurrence count. Only the top active users and high frequency keywords (after removing the stop words)
are kept for visualization.

5.1.2 Estimating user sentiments

We estimate a user’s sentiment as the average sentiments of the tweets that he/she post/retweeted/replied
during a time period. For each tweet, we compute its sentiment based on the technique described in Pak and
Paroubek (2010). Particularly, we train a sentiment classifier based on the multinomial Naı̈ve Bayes model.
Our training and testing data are extracted from the predebate dataset. We label all the tweets containing
positive emotion(s) [i.e., ‘‘:-)’’, ‘‘:)’’ ,‘‘=)’’] and negative emotion(s) [i.e., ‘‘:-(’’, ‘‘:(’’, ‘‘=(’’]. We use the
presence of a bigram as a binary feature. To extract these features, we first remove all the user names, the
URL links, emotion(s), and the stopwords. After that, we create a bag of words and make a set of bigram out
of the consecutive words. As described in Pak and Paroubek (2010), the above method has an accuracy rate
around 72 % when adopting the appearances of bigrams as features.

5.1.3 Clustering

We cluster users according to their sentiment trends over time. Specifically, let wi ¼ ½w
ð1Þ
i ;wð2Þi ; . . .;wðTÞi �

>

be the sentiment vector for user i, then we measure the sentiment difference between user i and j by
Gði; jÞ ¼ kwi � wjk

2
2 ¼

PT
t¼1 wðtÞi � wðtÞj

� �2

. After all pairwise user sentiment difference have been com-
puted, we can apply a distance based clustering algorithm (e.g., hierarchical agglomerative clustering Jain

Fig. 4 Layout of user groups. a Polarization of user group. b Linear scale on y-axis. c Power scale on y-axis

1 http://hadoop.apache.org/.
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and Dubes 1988) to cluster the users, such that the users within the same cluster will share the similar
sentiment trends. In this algorithm, we tune the number of clusters in the range of [2, 50]. We choose a
number in this range when the resulting clusters have the maximum average distance. Among all the
resulting clusters, two are selected for visualization either automatically by the filtering interaction discussed
in Sect. 3.4 or manually by picking communities from the community overview as illustrated in Fig. 1.

5.2 Layout of user groups

Based on the sentiment analysis described above, a user group is polarized between two sentiment poles as
shown in Fig. 4a. The x coordinate of the user group is horizontally determined on a timeline (x-axis) based
on the timestamps. The y coordinate of a user group is vertically determined by its sentiment value within
[�1, 1], where �1 means most negative and 1 means most positive. The middle of the y axis represents the
sentiment value zero (neutral sentiment). We can adjust y axis from the linear scale to a power scale to
enable the detection of subtle difference between sentiments on the screen and utilize more space to show
information details as illustrated in Fig. 4b, c. Once the groups are positioned, we pack users as small dots in
their corresponding groups using Vogel’s sunflower packing algorithm (Vogel 1979).

5.3 Layout of community strands

A community strand should be a smooth belt representation since users change their sentiments smoothly
and continuously in most of the time (Barbalet 2001). The thickness of a strand represents the community
size that may vary overtime. Based on these requirements, we construct a strand using two splines, one for
the upper and the other for the lower bound of the strand. All these splines have the C2 continuity that
ensures the smoothness. Their relative position defined by the control points of the upper spline and the
lower spline forms the thickness of the strands. Some improper selection of spline control pints will generate
misleading results as shown in Fig. 5a. To correctly encode the community size using the strand thickness,
we introduce a rotating sweep line to compute control points for splines. Particularly, as shown in Fig. 5b,
the sweep line is always rotated to make it perpendicular to the sentiment trend (represented as the center
dashlines that connect the consecutive user groups). The intersections between the sweep line and the
circular user groups are used as the control point of splines for generating the community strand. This
algorithm is efficient and precise, the result as shown in Fig. 5c that correctly and smoothly shows the
changes of the community size.

5.4 Layout of event boxes and keywords

As shown in Fig. 2, an event box is laid out in the middle of its connecting user groups. A user in a
group participates in an event by mentioning (posting, retweeting, or replying) its keywords. Thus, we
lay out event keywords within the event box by their polarities based on the user mentions, such that
their distances to each community strand are directly proportional to the amount of user mentions from
that community. The final positions of the keywords are slightly adjusted vertically to avoid
overlapping.

Fig. 5 Layout of community strand. a Inappropriate selection of control points which may yield misleading results that
illustrate the incorrect size of communities. b Control point selection based on sweep line. c Community strands generated
based on the proposed method
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6 Evaluation and discussion

In this section, we first show the usefulness of our visualization based on THE case studies on a Twitter
dataset about political campaigns in US. After that, we present feedback from domain experts and discuss
the insights provided by our design.

6.1 Case study

We focused on the key questions that are summarized in Sect. 3.1 and applied our design on the dataset with
respect to the political debates during the US presidential election. We conducted three case studies to fully
illustrate SocialHelix’s capability.

6.1.1 Study 1: detecting and tracing sentiment evolution patterns

We first demonstrate how SocialHelix helps with revealing different sentiment evolution patterns in a social
media conversation. Our study leverages some of the results discussed in Lin et al. (2013) to verify our
system. Particularly, in their research, several key issues discussed in the debate at October 22, 2012 are
ranked out. Among all these issues, we focused on the discussion related to ‘‘Israel’’ (i.e., all the tweets and
users irrelevant to ‘‘Israel’’ are filtered out). When we applied the sentiment pattern filters to select two
communities for analysis, two sentiment evolution patterns are found: (1) the divergence pattern as shown in
Fig. 6a and (2) the supporting pattern as shown in Fig. 6a. Semantically, the first pattern shows that two
groups of people, one (group A) tending to support and the other (group B) tending to refuse, are debating
with each other. After investigating the hashtags, keywords, and raw tweets ranked by the SocialHelix
system, we found that this divergence appeared when Romney criticized Obama’s stance on Israel, saying
that the president did not hold the Jewish state in a tight enough embrace. Group A shows positive
sentiments and group B shows negative sentiments (e.g., during the time 21:50 p.m.–22:30 p.m., EDT). In
the second view, both of the groups show their supports on Romney’s statement, so their sentiment trends
appeared in the similar shape. This example shows how different patterns can be detected in SocialHelix by
applying different filters.

6.1.2 Study 2: interpreting social divergence

In this study, we illustrate how SocialHelix helps with interpreting the divergence. Figure 1 shows a
divergence found in the first US presidential debate on October 3, 2012. As shown in Fig. 1, the community
sentiment trends fluctuated between positive and negative sentiment poles over the debate. The debate
started at 21:00 p.m. EDT with the issue of jobs and taxes when the first divergence occurred. At that time,
Romney accused the president of doubling the national deficit. We checked the raw tweets and the twitter
users showed different opinions toward this issue. Some supported Romney’s point, saying ‘‘Romney said
something true! The solution to the deficit is economic growth!’’, while others doubted him, saying
‘‘Romney’s plan would add to the deficit’’. The issue changed from taxes to healthcare around 22:00 p.m.
EDT and the second divergence appeared when Romney mentioned that ‘‘Obamacare’’ added costs to the
health system. The issue ‘‘Obamacare’’ attracted the public attention and led to heated discussions, shown as
the bifurcated strands in the figure. According to the raw tweets, some users showed negative sentiments,
such as ‘‘If insurance companies are so bad, why is half of Obamacare spent on subsides to insurance

Fig. 6 Visual patterns revealed in the SocialHelix overview under different sentiment domains that are extracted by applying
two types of pattern filters. a A divergence pattern. b A supporting pattern
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companies for exchanges?’’, whereas others expressed positive sentiments, such as ‘‘I’am tired of this
distortion that Obama cut 716 billion from Medicare. This was a saving. It extended the life of pgm and was
ENDORSED by AARP’’. After the debate, ‘‘fact-checking’’ from Fact-Checking the First Presidential
Debate (2012) clarified some assertions within the debate, such as Romney’s claim on deficit was false,
making some users change their sentiments. The two strands appeared to be crisscrossed in the figure.
Another possible reason for the crisscrossed strands was that the active users on Twitter decreased after the
debate when it was midnight. When the number of users was small, individual sentiment changes might lead
to large fluctuation of the sentiment trends. Through this example, we demonstrate the SocialHelix’s
usefulness on revealing the underlying causes of the divergence, which is required by P3.

6.1.3 Study 3: tracing and interpreting transition trends of keywords

In this study, we focused on tracing and interpreting the transition trends of keywords over events in the
event view. When tracing on a specified keyword, two types of transition trends can be commonly found as
shown in Fig. 7a: First, some keywords leans to the top or bottom community. For example, ‘‘Obama’’ leans
to the top community most of the time when the community shows a positive sentiment. This implies the
community’s supporting of Democratic Party. A similar trend can be detected when we tracing on the
keyword ‘‘Romney’’, which leans to the bottom community. Second, some keywords fluctuate between two
communities in the middle such as ‘‘debate’’.

By tracing the transition trends of keywords, we also detected some drastic behaviors. We examined the
dataset with respect to the presidential debate on Oct 22, 2012. As illustrated in Fig. 7b, the keyword
‘‘Romney’’ is mentioned positively by the top community most of the time. However, a significant change
occurred at 23:20 p.m., which shows a sudden mentioning from the bottom community. This mentioning
was so negative that it dragged the keyword to the bottom side. When exploring all the active users inside
the bottom user group (marked in the red rectangle in Fig. 7b), we found that most of the negative comments
came from several active persons, who can be considered as abnormal users. Within the next 10 min, many
people in the top community provided strong support for Romney, making the keyword turn back to the top
with positive sentiment. This example demonstrates the capability of identifying user behaviors and
detecting anomalies, answering P2’s questions.

6.2 Interview with domain experts

Considering the lack of ground truth and little work being done for visualizing the social divergence in
social media, we interviewed three domain experts to evaluate the designs of our visualization. Due to the
interdisciplinary nature of this work, we chose the experts from three relevant areas. The first expert is a
human computer interaction researcher specialized in software design and evaluation. The second expert is a
social media analyst focusing on corporate image building. The last expert is a social scientist with expertise
in computational social science. They are all doctors with about 10-years’ experience in their fields.

Fig. 7 Event keyword transition trends and patterns. a The keyword transition trends leaning to the top or bottom community.
b The peak on the polyline indicates a drastic change of sentiment corresponding to the keyword ‘‘Romney’’ which suggests an
abnormal user behavior
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6.2.1 Interview methodology

In each interview session, we started with a tutorial to explain the purpose and the features of SocialHelix.
We then asked the experts to use SocialHelix to explore one of the prepared datasets online. After they fully
explored the tool’s capabilities, we conducted a semi-structured interview guided by the following
questions:

• Can you identify a divergence from the overview of the SocialHelix visualization? Is it easy for you to
identify it? If not, what is the major problem that makes the pattern identification difficult?

• Can you interpret the overall trend of a divergence: when does a divergence start, become severe, and
stop? Is it easy for you to interpret it? If not, what is the major problem that makes the pattern
interpretation difficult?

• Can you identify how different communities respond (e.g., negative or positive) to a specified event
keyword? Is it easy for you to identify? If not, what is the problem?

• Can you interpret why does a divergence occur, become severe, and stop based on the changing of user
sentiments, event keywords, and related raw tweets? Is it easy for you to interpret? If not, what is the
major problem?

• Do you think the visual metaphor of our design helps with a better understanding of the evolution trend
of a divergence?

• Overall do you think the SocialHelix system is useful and easy to use in case of the social divergence
detection and analysis?

Besides these questions, we asked the experts to elaborate their thoughts based on their domain knowledge.
Each of the interviews lasted approximately 1.5–2 h. We recorded the experts’ responses in details and took
notes of their comments.

6.2.2 Results

We respectively denoted the domain experts as User S (social scientist), A (social media analyzer), and H
(HCI researcher) and summarized their feedbacks as follows.

6.2.3 Overall impression of the visualization and interaction design

All three users were impressed by our visualization design and the online system. At the first glance of our
system, both A and H commented that ‘‘it looks like DNA helices’’ even before we mentioned our visual
metaphor. After we introduced the design details, all users agreed with our design rationales. Both user S
and A believed that using a visual metaphor to represent heterogeneous multidimensional data was ‘‘nice
and efficient’’. User S and A also acknowledged the advantages of pattern filters, they believed ‘‘it will save
great efforts (for data exploration and pattern detection)’’.

6.2.4 Identifying and interpreting the divergence trends

All three users felt the divergence identification was an easy task and they can easily tell when a divergence
starts, ends, and changes by tracing the sentiment of each community. In particular, both S and H considered
that it can not only easily tell when a divergence started and changed, but also measure the degree of the
divergence within two communities according to the distance between their community strands. However,
they felt interpreting a divergence trend was not as easy as the divergence identification. Both users S and H
felt more context information and background knowledge about the data were necessary for figuring out the
reasons of the divergence. Overall, they all acknowledged SocialHelix’s power in divergence detection and
context exploration. User A felt ‘‘it provides a nice start point for (social divergence) interpretation’’.
Particularly, all users felt the features of the tag cloud tooltip and the raw tweet extraction were helpful for
showing the data context.

6.2.5 Tracing community responses to event keywords

After exploring the event view, all our users were able to trace individual keywords over time without any
difficult. They found they can better understand and interpret how communities respond to corresponding
topicsby looking at the community sentiments and the topics’ keyword frequencies.

SocialHelix



Our users also highlighted many potential usages of SocialHelix. For example, all the users believed the
current design had great potential for analyzing product reviews.

6.2.6 Discussions

Despite the above positive feedback, our users also had some concerns after they used SocialHelix for the
first time that are worth mentioning:

• SocialHelix showed very rich information when users first saw it. Although all our domain experts
believed SocialHelix was useful and intuitive, they believed it would take some learning effort for users
to fully understand the design details such as encoding schemes and meaning of layouts.

• Interpretation depending on the correctness of the sentiment analysis. User A felt that making a correct
interpretation based on SocialHelix was highly depend on the correctness of the underlying sentiment
analysis of users and keywords.

• Scalability issues. All the users felt that our system fitted well for representing the sentiment co-
evolution trend of a community pair but supported limited capability of representing the community
overview of the entire data.

We are not surprised about the first comment. First, the Twitter data are indeed complex and understanding
the data is not an easy task. Second, the problem of understanding social divergence is also complex as it
involves various factors. Based on our survey, all the existing techniques require solid background in data
mining and no visualization is designed to interpret social divergences. Although pre-training is
unavoidable, we believe (also agreed by our domain experts) as a completely new visualization system
for such a complex problem, SocialHelix already makes a good start point and generates a much more
intuitive result when compared with the statistical analysis results generated in data mining approaches.

For the second concern, we admit that the sentiment analysis is a critical component in the SocialHelix
system. A wrong analyzing result may lead to a wrong interpretation and lead to incorrect conclusions.
Based on our survey, even the best sentiment analyzer can only have accuracy around 75 %. To make our
system robust, we keep the sentiment analysis as an open module in the system. Standard APIs are designed
so that more advanced analysis methods can be easily plugged into our system for the more precise results.

The third concern about visual scalability is another primary issue of our design. SocialHelix is designed
to pivot a clear divergence pattern of a community pair; thus, it loses the overview of the entire commu-
nities. To alleviate this problem, we provide the community overview for users to pick up communities so
that community relationships can be portrayed. As illustrated in Fig. 1, each node in the view indicates a
community colored by its overall sentiments and sized by the amount of users in the community. Formally, a
community is described by a 1� t vector that indicates its sentiments over different times. The cosine
similarity is used to measure the distance between these communities. The overview is generated based on
the MDS projection in which the sentiment similarities of any two communities are encoded by their screen
distances. Users are allowed to pick any two communities as focus to show them in the SocialHelix
visualization.

Overall, SocialHelix was appreciated by three domain experts with different backgrounds. All of them
believed the system was very useful. The interview also helped to sort out the major strengths and the next
steps of the current design.

7 Conclusion and future work

In this paper, we presented SocialHelix, the first interactive visualization for analyzing and unfolding the
dynamics of social divergence in social media. It employs a sentiment-based divergence analysis method to
generate coherent sentiment trends and extract social groups based on sentiment trends. In particular,
SocialHelix provides a novel visual design based on the metaphor of a DNA molecule. Our evaluation,
including case studies and interviews of domain experts from various related areas, demonstrates the
usefulness of SocialHelix and also verifies our primary design goals.

In the future, we plan to use our system to analyze other social media data such as Facebook or online
emails and explore the potential of SocialHelix in the product review and the marketing analysis. We will
also keep refining our analysis and visual layout algorithms and introduce more technique details to our
users.
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