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Abstract—Online news usually describes various events over
multiple topics. Some of them may generate great impact and
affection on other events, organizations or people. For example,
a bankruptcy news about a big company may generate a great
impact on other companies. Detecting this kind of impact
helps users better to understand the affection of a specified
event and its epidemic. Powerful text mining techniques have
been developed to help users to detect topic trends of news
articles. However, there is a lack of effective analysis tools that
analyze and reveal the news impact in an intuitive approach.
In this paper, we introduce ImpactWheel, an explorative visual
analysis system for topic driven news impact detection. We
describe two unique aspects of ImpactWheel, including 1)
topic driven impact analysis and 2) interactive rich context
visualization. Experiments on performance evaluation show
that our proposed approach outperforms the two baseline
methods on topic driven impact analysis. In addition, we
demonstrate the power of the ImpactWheel system through
a case study, which shows the benefits of this work, especially
in support of rich topic data analysis.
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I. INTRODUCTION

As the continuous growth of the online medias such
as New York Times(NYT)1, an ever increasing amount of
information is becoming available through collections of
news articles. To navigate through this rich information
resource, most people rely on traditional search technologies
to find relevant information. Search tools typically return a
ranked list of documents whose content is highly related
to a set of user-supplied keywords. This model has proven
remarkably powerful for information retrieval tasks, such
as locating the address of a restaurant. However, ranked
lists of news contents are insufficient for more complex
data exploration and analytical tasks where users try to
understand the relations between complex concepts that span
across multiple documents.

This problem becomes even more challenging when
considering the online news with rich context in nature.
Intuitively, each news of a company represents one topic
the company is involved in. With its development, a topic
once it comes forth will usually impact other companies.
When reading news on an important topic of an interested
company, people might be eager to learn: 1) whether there
are other companies affected by the topic; 2) what are the

1http://www.nytimes.com

companies that are involved in the topic; 3) how much each
company is impacted by the topic.

To answer these questions, users usually have to examine
fine-grained local-level relations over multiple topics. For
instance, the news of the bankruptcy of “Lehman Brother”
had a great impact on a number of financial institutions. In
order to better understand this event, the users need to check
a series of news articles to find which companies are most
related with Lehman and most affected by Lehman.

Although some existing techniques provide valuable in-
sights into solving the similar challenges, none of them
offers a complete solution to address the following two chal-
lenges: 1) given a news topic or article of a company, how
to detect its impact on other companies? 2) how to make the
complex analysis approaches in a simple explorative manner
that can be used by common users? To bridge this gap, we
propose ImpactWheel, a new visual analysis technique that
enables users to navigate and analyze large news corpora
with rich topic contexts. Specifically, it contains two major
innovative components:
• Topic Driven Impact Analysis: Given a news topic of

a specified company u, ImpactWheel system provides
a relation ranking mechanism that helps to find a set
of companies that are deemed as most impacted by the
topic of u’s news.

• Explorative Visualization: ImpactWheel provides a
new visualization design that helps to better portray the
relation ranking results and facilitate data understand-
ing. Rich interactions are also provided that enables
explorative analysis. It helps to explore the analysis
results in a dynamic and efficient way and also helps
to detect data patterns from rich context.

Evaluation on the ImpactWheel system is conducted on
the above two aspects. Performance of topic driven impact
analysis is evaluated on a collected news corpus. Experi-
mental results show that our proposed approach outperforms
the two baseline methods. Furthermore, the effectiveness of
explorative visualization on analytic results is demonstrated
by a case study on the NYT industry news of companies,
which shows the power of the ImpactWheel system.

The rest of the paper is organized as follows. Section II
describes a system overview of the ImpactWheel. In sec-
tion III and section IV, we introduce the proposed approach
of topic driven impact analysis and visual explanation re-



spectively. In section V, we present the evaluation on the
proposed approach of topic driven impact analysis as well
as a case study on the system. Section VI discusses the
related work. Finally we conclude the paper in section VII.

II. SYSTEM OVERVIEW

Figure 1: System Overview of ImpactWheel

In this paper, we take New York Times industry news
as the example corpus to illustrate the power of the Im-
pactWheel system. The dataset contains more than 3000
US companies and more than 100,000 news articles ranging
from the beginning of the year 1998 to the end of the year
2008. The news articles are grouped by their related compa-
nies and some of them belong to multiple companies. The
companies are organized by standard industry classification
with hierarchy of “sector / industry / company”. We analyze
the relations of companies according to the latent impact
relations in their related news articles.

ImpactWheel as an explorative visual analysis system
contains two fundamental components: the topic driven
impact analysis and the interactive visualization that helps
users to better understand topic-specific impact relation-
ships between companies. Generally speaking, with a user-
interested company and a set of interested news selected by
the user, we want to find the company’s impact on other
companies based on its various news topics. To achieve
this goal, the analysis in the ImpactWheel system contains
three major steps as illustrated in Figure 1. First, a user
selects an interested company and a set of interested news
form the data corpus. After that, the topic driven impact
analysis component calculates and ranks out a set of key
companies that are most impacted by the user-interested
company on all the topics of its news. Finally the analytic
results are transformed into the visual form and represented
by a well designed rich context visualization. Interactions
are also provided to help users to explore the data on the
visualization display and detect impact relations topic by
topic. We describe the details of the two key components in
the following sections.

III. TOPIC DRIVEN IMPACT ANALYSIS

Topic driven impact analysis provides a ranking mecha-
nism that finds a set of companies that are deemed as most

impacted by topics of news of a user-interested company.
In this section, we first discuss topic driven news impact
modeling that quantifies the impact of topic of a news article.
Then we present how to estimate the parameters to calculate
the modeled impact with a semi-supervised probabilistic
topic model.

A. Topic Driven News Impact Modeling

Suppose we have a set of news articles in Du =
{du,1, du,2, ..., du,k} of a user-interested company u. Let
Dc = {dc,1, dc,2, ..., dc,n} denote a set of news articles
of a company c. The topic driven impact analysis is to
calculate relations between the company c and the company
u according to how much c is impacted by u on each topic
of u’s news. We believe that if c is impacted by u on a
topic there will exist some news of c mentioning the topic.
It is reasonable to assume that the more c is impacted by a
topic, the more proportion of the topic occupying the content
of c’s news. Hence, we model the impact of u’s news du,j
(1 ≤ j ≤ k) on the company c as how much proportion the
topic of du,j is mentioned in c’s news:

Γdu,j
(c) =

∑
d∈Dc

ρd(τ(du,j)), (1)

where Γdcu (c) denotes how much the news du,j impacts
the company c, and τ(du,j) represents the topic of the news
du,j , and ρd(τ(du,j)) represents the proportion of the topic
τ(du,j) occupying the content of d. In order to calculate
the value of Γdcu (c), the news topic τ(du,j) and the topic
proportion ρd(τ(du,j)) modeled in the Formula 1 need to
be further defined. In the following of this section, we will
describe a generation process of a probabilistic topic model
in which τ(du,j) and ρd(τ(du,j)) can be naturally quantified.

The idea of a probabilistic topic model is that documents
are mixtures of topics, where a topic is semantically coherent
and is formally treated as a probability distribution of words.
In a probabilistic topic model, each news topic τ(du,j)
can be modeled as a semantically coherent topic which is
described by a multinomial distribution of words by a topic
model θj : {p(w|θj)}w∈V . For all the words w in vocabulary
V , θj is subject to the constraint:

∑
w∈V p(w|θj) = 1. Let

ΘI = {θ1, θ2, ..., θk} respectively denote topics2 of k news
articles in Du. Each news d of a company c is deemed to
be generated in a probabilistic sampling process in which
each word w of d can be deemed to be generated from a
mixture of topics in ΘI . Intuitively, there might exist such
a situation that no topic in ΘI is covered by a news article.
In order to smooth this case, we further define a general
background model θB to model the common English words
as well as contents that are not related to any topics in ΘI .
Let Θ denote the set of all the topics, i.e., Θ = ΘI

⋃
{θB}.

2If specified otherwise in the following of this paper “topic” has the same
meaning with “topic model”.



In the probabilistic sampling process, when writing a word
w of a news article d the “author” might make the following
two stochastic decisions:
• the “author” might decide to use a word from a topic
θj ∈ Θ with probability p(θj |d);

• the “author” might choose a word w from the topic θj
with probability p(w|θj).

Let C = {c1, c2, ..., cm} denote all the companies to be
analyzed. Let D denote the set of all the news articles of
companies in C: D =

⋃
c∈C Dc. With the probabilistic

generation process described above, the log likelihood of
documents in D can be formally given by:

log(p(D)) =
∑
Dc∈D

∑
d∈Dc

∑
w∈V

[f(w : d)

×log(
∑
θj∈Θ

p(θj |d)× p(w|θj))],
(2)

where f(w : d) is the frequency of word w appearing in the
document d.

In the probabilistic topic model described in Formula 2,
the news topic τ(du,j) is modeled as θj and the topic
proportion ρd(τ(du,j)) can be naturally quantified p(θj |d).
In this way, the modeled impact of the news du,j on the
company c described in the Formula 1 can be calculated as:

Γdu,j
(c) =

∑
d∈Dc

ρd(τ(du,j)) =
∑
d∈Dc

p(θj |d). (3)

In next subsection, we will present a semi-supervised model
estimation process to estimate the parameters p(w|θj) and
p(θj |d) in the described probabilistic topic model.

B. Model Estimation in a Semi-supervised Setting.

The parameters p(w|θj) (∀θj ∈ Θ) and p(θj |d) (∀d ∈ D)
are estimated in the way that the probabilistic topic model
can best explain the text data in D. The Maximum Like-
lihood (ML) estimator with the Expectation Maximization
(EM) algorithm [8] is usually used for estimation of this kind
of topic models. However, since this parameter estimation
process is conducted in an unsupervised setting without any
prior knowledge on the trained topics, the generated topic
models will probably not be well agreed with topics in ΘI .
In order to guide the parameter estimation process to enforce
the generated topic models to seemly represent topics in
ΘI , prior knowledge on those topics should be obtained.
Then the prior knowledge can be incorporated with the ML
estimator to make the estimation process with the Maximum
A Posterior (MAP) estimator.

Different from existing works [18], [16] where the prior
knowledge is collected from external resources, the prior
knowledge on topics in ΘI can be acquired from the
company u’s news set Du. In Du, the content of each
news article du,j tells us about what the topic θj is like.
Analogically, all the news in Du can also be deemed to

be generated in a similar probabilistic sampling process
as described above. In the same way, we model the log
likelihood of documents in Du as:

log(p(Du)) =
∑

du,i∈Dcu

∑
w∈V

[f(w : du,i)

×log(
∑
θj∈Θ

p(θj |du,i)× p(w|θj))].
(4)

We use the ML estimator with the EM algorithm [8] with
imposing constraints:

p(θj |du,i) =

{
1, if j = i

0, otherwise

to estimate words distribution for each topic θj and denote
each estimated distribution by Θ̂I = {θ̂1, θ̂2, ..., θ̂k}. In order
to incorporate this prior knowledge, each θ̂j ∈ Θ̂I is defined
as a conjugate Dirichlet prior respectively for each topic
model θj ∈ ΘI so that the topic model θj is a multinomial
distribution parameterized by Dir(1+µjp(w|θ̂j)), where µj
represents a confidence parameter for the prior. Here µj can
be deemed as the “equivalent sample size” which means
that the effect of adding the prior would be equivalent to
add µjp(w|θ̂j) pseudo counts for word w for estimation of
p(w|θj). Let Λ denote all the parameters p(w|θj) (∀θj ∈ ΘI )
to be estimated. In the estimation process with the MAP
estimator, the prior of Λ can be given by

p(Λ) ∝
k∏
j=1

∏
w∈V

p(w|θj)µjp(w|θ̂j). (5)

With the prior described in the Formula 5, Λ can
be estimated with the MAP estimator, i.e., Λ̂ =
arg maxΛ p(D|Λ)p(Λ) by the EM algorithm. The updating
formulas in EM steps are:

p(w|θj , d) =
p(n)(θj |d)p(n)(w|θj)∑

θj′∈Θ p
(n)(θj′ |d)p(n)(w|θj′)

; (6)

p(n+1)(θj |d) =

∑
w∈V f(w : d)p(w|θj , d)∑

θ′j∈Θ

∑
w∈V f(w : d)p(w|θj′ , d)

; (7)

p(n+1)(w|θB) =

∑
Dc∈D

∑
d∈Dc

f(w : d)∑
w′∈V

∑
Dc∈D

∑
d∈Dc

f(w′ : d)
; (8)

∀θj ∈ ΘI : p(n+1)(w|θj) =∑
Dc∈D

∑
d∈Dc

f(w : d)p(w|θj , d) + µjp(w|θ̂j)∑
w′∈V

∑
Dc∈D

∑
d∈Dc

f(w : d)p(w′|θj , d) + µj
.

(9)
With the above updating formulas, all the parameters are
able to be estimated so that the estimated model can best fit
to the text data set D. Then the modeled impact of the news
du,j on the company c can be calculated by the Formula 3.



IV. VISUAL ANALYSIS

In this section, we describe how to visualize the above
analytic results to help users understand the data and find
topic-based impact relation changes.

Figure 2: Interactive rich context visualization

A. Design Principles
Generally speaking, we represent the above analytic re-

sults using rich context visualization as illustrated in Fig-
ure 2. A screen capture demo is also available online.3 More
specifically, the design of the visualization follows several
key design principles.

Focus + Context: In our design, companies are en-
coded by circular nodes and treated as the information focus.
The focused company is the user-interested company cu
that is laid out in the center surrounded by other related
companies. Both lines and positions are used to encode the
relation rankings. Context information is also considered in
the design. A radial diagram in the background depicts the
sector-industry hierarchy for each company. It uses colorful
wedges and pie slices to identify different sectors and
industries respectively. For example, in Figure 2, “Lehman
Brothers” is the focused company which is depicted at the
center of the view. “Freddie Mac” has a higher relation
ranking to “Lehman Brothers” than any other companies.
“Bank of American” and “Citigroup Inc.” belong to “Banks”
industry under the “Financial” sector since they are shown
in the region of “Banks”.

3http://www.youtube.com/watch?v=OQTEp5dUCr4

Overview + Detail: With each news of the focused
company, we are able to rank the relations between the
companies based on news topics. Several star-like ranking
graphs are generated by connecting them with the focused
company according to their relation rankings. Thus, there are
k ranking graphs if we have k news topics. These graphs
reveal the differences of the relations ranked by different top-
ics. An overview graph is computed by aggregating various
relations together to provide an overview. All the relation
details and overviews are encoded in the visualization in a
uniform way. Only one type of relation is shown at a time.
Users can switch between different topics to view different
relations.

Rich Interaction: To facilitate data exploration and
visual analysis, ImpactWheel also provides a set of interac-
tions. Besides some intuitive interactions like highlight, there
are two important interactions: Topic Switch. By default,
in the ImpactWheel visualization, the overview graph is
shown. Users are able to switch between different relations
by selecting the news topic listed at the bottom of the view.
An animated transition is applied to depict the data changes
in a smooth way. This interaction helps users to navigate
and compare the relations of different topics.
Closeness Detection. Clicking on the focused company in
the center will draw a circular radar line to show the
rank. All the companies that are covered inside the line
are highlighted (see Figure 2). Keep on clicking, the radii
of the circle continues to increase and cover more nodes
until it reaches the upper limitation. This interaction helps
to quantitatively detect the closeness to the focused company
in an efficient way.

B. Layout

The design outlined above introduces several constraints
on the visualization layout. The visualization contains two
kinds of layout: 1) the context layout in the background
shows the industry hierarchies; 2) the focus layout in the
foreground shows the relation ranking of companies.

Context Layout: The visualization of the ImpactWheel
system encodes a hierarchical context in the background. In
general, this hierarchical information is laid out based on a
space filling radial layout which splits angles to assign space
for each node in the hierarchy. More specifically, the root
of the hierarchy takes the full angle range which is from 0
to 360 degree. This angle range is assigned to its children
according to their weights. The angle splitting process is
recursively preformed until it reaches the leave nodes of
the hierarchy. The layout algorithm is widely used in many
visualization designs such as SunBurst [20]. It provides
some obvious advantages on compactness and aesthetics.

Focus Layout: The focused star-graph of companies
is also carefully laid out within the region of their related
background context. To better organize the companies in
view, we first order all the surrounding companies in a



decreasing order by their ranking closeness to the focused
company. We use the radial layout technique again to put the
companies into their related background region according to
the above order. During the layout the radii of each company
is also adjusted by their ranking closeness to the center. We
put companies with higher rank close to the center, and the
companies with a lower rank away from the center. In this
way a spiral-liked view is automatically generated.

V. EVALUATION

In this section, we conduct experiments for the perfor-
mance evaluation on the proposed approach of topic driven
impact analysis. In addition, we demonstrate the effective-
ness of the visualization on results with a case study.

A. Performance Evaluation

The purpose of the proposed Semi-Supervised Topic
Model (STM) approach is to calculate impact relations
between each interested news du and news of a company
c based on the proportion of the topic of du occupying
the content of news in Dc. Therefore the performance of
impact relation analysis is reflected in the accuracy of the
proportion value calculation, which can be approximated
with a document similarity measurement. To investigate
whether our proposed STM approach provides more effec-
tive mechanisms for calculating this proportion value, in
the experiments we compare the proposed STM approach
with two implemented baseline approaches: term-frequency
based vector space model, called TFVM approach, and
tfidf -based vector space model, called TFIDFVM approach,
that approach the proportion value calculation by cosine
similarity between du and news texts in Dc.

Data Set Preparation: The experiments are carried out
on an example corpus collected from the original large data
set of New York Times. On the collected corpus, we man-
ually judge each news document d ∈ Dc as “impacted” or
“not-impacted” by the news du. Since this manual labeling
process is time-consuming, we can not make this corpus too
large. Using “Lehman Brothers” as a user-interested com-
pany, which was filed for Chapter 11 bankruptcy protection
on Sep. 15, 20084, the collected corpus contains 76 pieces
of news of 15 companies in the financial sector that occurred
in the period from Sep. 11, 2008 to Sep. 18, 2008. Within
the 76 news in the collected corpus, 14 news are manually
judged as impacted by the topic of a news of Lehman titled
“Lehman files for bankruptcy protection”.

Evaluation Metrics: Since it is not feasible to quantify
the proportion value of each topic news occupying contents
of news articles in test set, we evaluate the accuracy of
proportion value calculations focusing on retrieval effec-
tiveness. That is to say, more accuracy of the proportion
value calculation will result in more effective ranking list on

4http://en.wikipedia.org/wiki/Bankruptcy of Lehman Brothers

retrieving news documents that are labeled as “impacted”.
The retrieval effectiveness is measured by “Interpolated
Precision” and “Interpolated Fall-out”, which respectively
record the precisions and fall-outs as the number of news
labeled as “impacted” increases in the retrieved news. The
precision here is defined as:

precision =
|{“impacted” news}

⋂
{top N ranked news}|
N

,

(10)
which measures the fraction of news that are judged as
“impacted” in the top N ranked news. The fall-out here
is defined as:

fall-out =
|{“not-impacted” news}

⋂
{top N ranked news}|

|{all “not-impacted” news in corpus}|
,

(11)
which measures the proportion of “not-impacted” news out
of all “not-impacted” news in the corpus are ranked as top
N retrieved news.

Experimental Results: The experiments are conducted
on performance comparison between the proposed STM ap-
proach with the TFVM approach and TFIDFVM approach.
In the experiments, each approach will generate an impact
relation value between each news in Dc and the news of
bankruptcy of Lehmen. Ranked by impact relation values,
the generated list of news are checked against the human-
judged news list to calculate the precisions and fall-outs.
The results of interpolated precision and interpolated fall-
out of the three approaches are summarized in Fig. 3. From
Fig. 3, we can observe that the proposed STM approach
generally beats the TFVM approach and the TFIDFVM
approach respectively on the two metrics. Although the
STM approach reaches worst, when the number of recall
is increased to 14, i.e. 100% recall, as shown in Fig. 3a and
Fig. 3b, it is not difficult to observe that with incorporating
prior knowledge on the topics, the STM approach result in
better performance than the baseline approaches since more
precision and less fall-out are obviously achieved as the
number of recall increases. On the contrary, without focusing
on topic semantics the TFVM approach and TFIDFVM
approach blindly retrieve more and more trivial news as the
number of recall increases and therefore lose performances
on the precision and the fall-out.

B. Case Study

We selected a series of news that occurred in the pe-
riod from Sep. 11th to Sep. 21st 2008 which focused on
“Lehmen Brothers” bankruptcy. We aim to help users better
to understand the event’s impact on several major industries.
An overview of the impact of all these news is depicted in
Figure 2. As a whole, the Financial and Technology sectors
are the two major sectors that are most affected by the
bankruptcy of Lehmen. More specifically, “Freddie Mac”
which is the company in the “Consumer Financial Services”
industry is most affected by this bankruptcy event. When



(a) Interpolated Precision (b) Interpolated Fall-Out

Figure 3: Results of the Interpolated Precision and Interpolated Fall-out on Approaches

we explore the news topics one by one as illustrated in
Figure 4, we find that the impact of the Lehmen bankruptcy
is distributed to various industries in several key steps.

The whole story began as the news “Shares continue to
decline as Lehmen looks for buyer” was published on Sep.
11th 2008. At this stage, as illustrated in Fig. 4(a), only
the companies under the “Consumer Financial Services”,
“Bank” and “Insurance” industries were affected by the
news. Until this moment, this early hint of financial disaster
had not affected other industries. Two days latter, another
news “Lehmen shares slide on paulson bailout reluctance”
received more attention from financial companies like “Bank
of American” and “Fannie Mae”, as illustrated in Fig. 4(b).
On Sep. 15th 2008, Lehmen announced the bankruptcy pro-
tection. This news immediately made great impact on several
technique companies like “Apple” and “Yahoo”. Some other
retail companies such as “Best Buy” and “Amazon” were
also affected as illustrated in Fig. 4(c). As the impact was
distributed, until Sep. 21st, a piece of news with the title
of “the end of wall street” generated great impact on most
financial companies as illustrated in Figure 4(d).

From this study, using the ImpactWheel system, we easily
detect the changes of the impact of the Lehmen bankruptcy
event.

VI. RELATED WORK

Research on mining knowledge from news data has
been widely investigated in the research communities of
information retrieval and text mining. One dominant theme
in this area is Topic Detection and Tracking (TDT) from
news articles [1]. In this paper, we propose ImpactWheel,
an explorative visual analysis system for topic driven news
impact analysis. Different with existing TDT works [19],
[24], [12], [14], [21] which focus on detecting and tracking
topics of news articles, our work focus on modeling impact
of user-interested news topics and enables users to navigate
among selected news topics to analyze and reveal news

impact in an explorative manner. In the proposed approach
we model the impact relations between each interested news
du and news of a company c as the proportion of the topic of
du occupying the content of news in Dc. A semi-supervised
topic model is proposed to calculate the topic proportion
value of du occupying Dc. The calculation of the topic
proportion value could also be achieved by techniques of
document similarity measurement directly on du and news
in Dc. In the following of this section, we discuss issues of
document similarity measurement and the appropriateness
of the proposed semi-supervised topic model.

Document similarity measurements calculate similarities
between documents to indicate their relatedness and are
usually employed in text classification [4] and text clus-
tering [5] tasks. A simplest but effective approach to
measuring similarity between documents uses the vector
space model, e.g., Cosine Similarity5. However, vector space
model measures similarity between documents by treating
each whole document as a vector. Without focusing on
any semantic aspect, documents that are highly ranked as
similar according to the vector space model might not
necessarily relate to each other on the required semantic
topic. Wang and Taylor [22] proposed to measure semantic
similarities of documents based on concept forests that are
generated with the assistance of a natural language ontology.
In that work, documents similarities are measured based
on semantic concepts. However, the generation of concepts
depends on the availability of an external ontology, while
the semi-supervised topic model proposed in our work does
not require knowledge from external resources. The pro-
posed concept-tree-distance based document similarity [13]
is a semantic concept based measurement without external
knowledge. However, the approach proposed in [13] can
neither be guided to focus on semantic topics nor work for
the documents that might relate to more than one concerned

5http://en.wikipedia.org/wiki/Cosine similarity



Figure 4: Case study on the bankruptcy of Lehmen Brothers.

topics.

The proposed semi-supervised topic model is based on
probabilistic topic models, e.g., PLSA [10], [11], LDA [2],
which have been proven effective for discovering latent
semantic topics through modeling large collections of texts
and have already been reported with promising perfor-

mances on information retrieval [23], summarization [9],
[17], clustering [3], classification [6], as well as various web
intelligence tasks [16], [15], [18], [25], [7]. In this work, we
model the impact of a news article as how much proportion
the topic of the news is mentioned in other news. Unlike
document similarity measurement, by incorporating prior



knowledge for topics and guide the estimation process of
the constructed topic model, the proposed semi-supervised
topic model is able to calculate topic proportions in each
news.

VII. CONCLUSION

In this paper, we introduce ImpactWheel, an explorative
visual analysis system that can detect the impact of news
articles. The system contains two major components, a topic
driven impact analysis mechanism and a new interactive
rich context visualization design. The experiments on perfor-
mance evaluation on topic driven impact analysis show that
our proposed approach achieves more precision and less fall-
out than the two other baseline methods. In addition, a case
study on the ImpactWheel system demonstrates its powerful
and effective benefits of rich topic data analysis.
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